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ABSTRACT

1

Recommender Systems use implicit and explicit user feedback to
recommend desired products or items online. When the recommendation item is a task or behavior change activity, several variables,
such as the difficulty of the task and users’ ability to achieve it, in
addition to user preferences and needs, determine the suitability of
the recommendations. This paper focuses on how user ability and
task difficulty concepts can be integrated into the recommendation
process to personalize health activity recommendations. To this
end, we compare five approaches, some borrowed from the sports
and gaming world, and explore their application, advantages, and
drawbacks. Through a study of two weeks, we obtained a suitable
dataset to investigate how these algorithms can be used for a health
recommender system (HRS) and which one is the most appropriate
choice for an online HRS in terms of characteristics and flexibility required for behavior change related tailoring. We compared
this choice with a baseline algorithm as part of a fully functional
HRS to assess the feasibility and impact of integrating the user
ability and required effort concepts on the user engagement with
the recommendations in an online longitudinal study of two weeks.
The results overall suggest that such integration is effective, and
in addition to realizing health behavior change requirements, it
improves user engagement with the recommendations.

Health recommender systems (HRS) [44] is a growing field that has
addressed the personalization of behavioral interventions — which
are principal methods that health professionals use for behavior
change as the key to preventing and controlling chronic mental and
physical diseases and keeping a person healthy. Nutrition [45], physical activity [19], smoke cessation [25], and stress [49] are example
domains for health promotion recommendations. User engagement
is one of the prime challenges of digital interventions [35] — that is
using digital technology, e.g., mobile devices [8, 32, 33, 37, 52, 55, 58]
for behavior change. Accordingly, user persuasion and engagement are essential concepts in HRS personalizing digital interventions [44].
Take stress-reducing and mood-improving interventions as an
example that concentrates on promoting mental well-being using
mobile health interventions. Stress has a direct influence on the
physical and psychological health condition of a person [13]; and
therefore, proper stress management and reduction techniques are
necessary for mental and physical well-being. A range of stressreducing or mood-improving activities can be effective and engaging interventions for a person but ineffective for another person.
For example, an individual may consider a guided imaginary mindfulness activity effective in reducing stress, while someone else
finds social engagement activities more effective. HRS are especially powerful in personalizing interventions based on user preferences. However, user engagement with recommendations oftentimes requires further considerations. Suppose an intervention is
recommended and presented to the user. On presentation, the user
decides whether to follow the recommended intervention and its instructions. For example, if a physical activity intervention for stress
reduction instructs to doing 30 push-ups to a user who can not do
more than 10, even though they are interested in physical activity
interventions, they may dismiss the recommendation right away.
When the intervention is too difficult or too easy for an individual
considering their ability level, it is less likely for them to follow
it [31, 49]. Therefore, user engagement with the recommendations
is as important as personalization in HRS for behavior change.
User engagement with interventions in HRS has been so far
investigated mainly using the Rasch models and as a function of
the task difficulty and user ability [40, 45]. However, the Raschbased approaches have limitations. In particular, they mostly rely
on survey data that are dense enough — to build the Rasch model
— rather than actual user behavior. It is therefore unclear how the
concepts of user ability and task difficulty can be integrated into
recommender systems based on dynamic user behavior. In this paper, we investigate different methods for integrating these concepts
into the recommendation process to increase user engagement.
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Given the two behavior change theory-driven concepts of required effort and user ability, in this paper, we propose and compare
various ways that these concepts could be integrated into the recommendation process. We look into a total of five approaches:
(1) Explicit consideration of preexisting features of the item set,
(2) Elo, (3) Glicko-2, (4) TrueSkill, and (5) the Rasch model. Three
of these algorithms, 2–4, are borrowed from the sports and competitive gaming world and are player rating systems. To the best
of our knowledge, this is the first time that they are proposed
for HRS, behavior change, or recommender systems operationalizing the two concepts of ability and effort. In these algorithms, we
assume that interventions and users are both players competing
against each other in a game being the recommendation session.
When a user follows the recommendation, they win against the
recommended intervention, and when a user does not follow the
recommendation and dismisses it, the recommended intervention
wins instead. Accordingly, effort of the intervention and ability of
the user are determined, and constantly updated using the player
rating systems. The investigations of this paper are conducted in
two phases, using two independent longitudinal studies of two
weeks each. The first phase is about introducing, demonstrating,
and comparing the proposed approaches using offline evaluations
and subsequently finding the most appropriate one for integrating
effort and ability into a HRS for behavior change. The second phase
then tests the functionality of the chosen approach online in a live
study and compares it with a classic baseline HRS concerning user
engagement.
The first phase is described in section 3 and is organized as
follows. We first ran a two-week long study — addressing the lack
of HRS-related data — by which we collected a dataset1 and used
it to investigate each of the five approaches. A sample HRS setup,
which includes an extensive recommendation item set containing
stress-reducing interventions and a mobile platform for running
an online study with those items, was used to conduct this study.
We explain the five approaches and the techniques for generating
the user ability and required effort estimations using the collected
dataset and provide an overview of those estimations as a proof of
concept. These approaches are then compared and discussed. Our
investigation yields an overview of the advantages and drawbacks
of each approach and especially provides alternative pathways
and techniques for researchers to exploit. Based on the results,
we selected the approach most appropriate for determining user
ability and the required effort of following a recommendation in a
real-world setup.
The second phase (section 4) uses the chosen approach and
investigates its potentials for improving user engagement. For this
purpose, we conducted an online longitudinal study of two weeks
with a comprehensive HRS enriched by the chosen approach and
compared it to a baseline HRS. In particular, we examined whether
the integration of the user ability and required effort concepts
impacts the user engagement with the recommendations.
Our contributions can be summarized as follows. We investigated
different methods and introduced new techniques for integrating
ability and effort in HRS using methods originated in the sport
and gaming domain. For the first time, the implicit user feedback
1 Available

on request for academic research
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and overall rating, typical of a recommender system, was exploited
to determine both user ability and required effort concepts. We
also extended the application of Rasch models by using binary
and graded models suitable for complex scenarios with various
dimensions. In addition, we created and brought in one of the largest
item sets of stress-reducing interventions and behavior change
activities related to mental health promotion and developed one of
the first datasets of user engagement with health recommendations.
Finally, we demonstrated the effectiveness of our approach and
conducted our investigations with two longitudinal studies.

2 BACKGROUND
2.1 Health Recommender Systems
The application of recommender systems in the health domain is
called HRS [18, 44, 46, 56]. An item can be an activity or behavior
change intervention in a health recommender system for health
promotion. HRS has to address several challenges partly related to
its highly multidisciplinary nature. These challenges overall open
new research issues and new perspectives to already existing issues
of recommender systems’ research, e.g., [16]. Some of these challenges are related to the characteristics of health recommendations,
which makes the decisions made in this domain high stake and the
recommendation problem impactful [28], complex, multi-objective,
and multi-stakeholder. Some others are immanent in the specific
requirements of the behavior change domain, for instance, the need
for integration of behavior change models [27] and satisfying users
through effectiveness, effort, and context criteria concerning the
recommended interventions [48, 49].
Considering behavior change and its requirements are recent
discussions in recommender systems [16]. Behavior change theories, their elements, and integration are rarely discussed in HRS
despite their critical relevance [27], and approaches for their integration into HRS has been discussed only recently [26, 51]. As a
consequence, techniques for integration of behavior change needs,
and more precisely, essential theory driven elements and concepts,
such as task difficulty and user ability, are for the most undeveloped
or discussed only in an abstract level.

2.2

Behavior Change Theories

Behavioral intervention is a combination of advice, activities, services, and support for individuals to change an existing behavior or shape a new one. Behavioral intervention-based methods
are applied to a broad range of application domains and used for
various purposes, such as education, energy consumption [38],
transport [9], prevention [34], and monitoring. User engagement,
adherence to behavior change program, and personalization, especially using mobile health interventions, are essential factors for
success of behavior change and promoting well-being as a result.
The interventions are ideally designed based on the respective behavior change theory or theories and their respective techniques
to maximize user engagement in and efficacy of behavior change
program overall [11, 54]. These theories generally attempt to model
and explain elements of human behavior change and despite their
differences in scope and perspective, have common components.
For example, task difficulty or person’s ability are key concepts in
several behavior change theories.
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Task difficulty and user ability are concepts that can determine
the fulfillment of the task and the subsequent success of the behavior change program overall. Accordingly, most commonly practiced
behavior change theories [7, 10, 14, 20, 30, 41] directly or indirectly
rely on these concepts. To name a few, Fogg’s behavior model [20]
has three main components: task difficulty, ability, and cues to action. This model is about making users able to perform a behavior
within the available resources, such as time and effort. However,
other theories discuss users’ ability more as an internal state. Theory of reasoned action/planned behavior [7] has a construct of
perceived behavioral control referring to the users’ perception of
difficulty and ability to perform a behavior. Control factors comprise
required ability, skills, and resources, e.g., time [6].
Social cognitive theory [10] introduced the concept of self-efficacy.
This concept is more developed in the context of social factors and
represents one’s beliefs in her/his own ability to follow a task or
perform a behavior. Self-efficacy also determines the level of support and adjustment required for an individual in a behavior change
program. Health belief model (HBM) [41, 42], I-change model [14],
and goal setting theory [31] have a self-efficacy component, as well.
HBM additionally uses the variable of perceived barriers. Rosenstock et al. [42], in particular, emphasized increasing the difficulty
step-by-step to improve one’s self-efficacy in chronic conditions
using HBM. The goal-setting theory relies on performance being a
function of users’ ability and motivation [31]. Based on this theory,
having the right goals, i.e. not too difficult and not too easy, would
lead to the best performance. In short, consideration of the user’s
ability and level of effort required (including difficulty, time, and
other resources, such as financial costs or social barriers) are essential for a theory-driven full integration of a behavior change model
in a HRS.
Ability and effort are important criteria in user satisfaction with
health intervention recommendations [48], in addition to being two
essential theory-driven concepts for behavior change. They also
are can determine whether a user would follow a recommended
health intervention or dismiss it [49]; and therefore, crucial for
HRS concerning user engagement with the recommended interventions. Considering both concepts in the recommendation process
is, therefore, a key requirement for most health behavior change
recommender systems. However, few researchers have addressed
this requirement. Existing solutions, for the most part, either fall
back on an explicit and exclusive consideration of only the difficulty
or use models that are demanding or have a set of limitations for
practical use. Task difficulty, or in a broader sense the required effort,
is not a concept restricted to the health domain and can be extended
to other domains of recommender systems, as well. Thus, exploring
the implementation strategies for integrating the concepts of user
ability and required effort into the recommendation process is a
worthwhile endeavor.

2.3

Required Effort and User Ability in
Recommender Systems

The attempt to integrate the concepts of required effort and user
ability into the recommendation process is not exclusive to this
paper. Other works, for the most part, rely on the Rasch model for
determining user engagement as a function of the task difficulty
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and user ability. The Rasch model has been used for recommending
health promotion behaviors for hypertension prevention [40] and
tailoring of nutrition goals [45]. Another example of using the
Rasch model, specifically for a non-health-related recommendation
domain, is the work of Starke et al. [47], which used this model
for energy-efficient decision-making support with user abilities
determined through a survey.

2.4

Beyond Health and RS: Rating Players

We argue that three popular player rating systems: Elo, Glicko2, and TrueSkill, can be used for the purpose of determining the
user ability and the required effort in a HRS. In this section, we
describe these rating systems and discuss our methodology using
these systems later in section 3. Rating players or teams through
competitions has been a way to represent the players’ skill level,
monitor their progress during the competition seasons, plan and
match up balanced competitions, and predict the outcome of the
matches. A variety of approaches has been traditionally used for
this purpose in sports, such as chess. These methods later have been
extended in team sports and online gaming. The base concept for
all these approaches is to determine the player’s skill from her/his
performance, being a win, draw, or lose for a given game, often in
the form of a single number.
Elo Rating System. Arpad Elo, during the 60s, designed Elo [17]
for rating chess players, and his approach was later adapted by
World Chess Federation in 70𝑠. This statistical rating system has
been used for zero-sum games, team sport competitions, such as basketball, and in competitive online games, such as Counter Strike [1].
In this rating system, each player starts with an initial rating value,
which is updated via an update function (equation 1 [17]). 𝑆𝐴 in
this equation is the status of the game, being 𝑤𝑖𝑛 = 1, 𝑙𝑜𝑠𝑠 = 0, or
𝑑𝑟𝑎𝑤 = 0.5. 𝑅𝐴′ is the updated user score, which is equal to the sum
of the previous score and the weighted value of the new game with
weight 𝐾 being the sensitivity of the win or loss. The probability
of an expected win for player A against player B, 𝑅𝐴 being the
rating of user A, and 𝑅𝐵 being the current rating of user B (rating
here refers to the player’s rank in the game chart) are determined
via equation 2, that is basically a cumulative density function of a
𝑛 and n is the
logistic distribution. 𝛽 in this formula is equal to 𝑙𝑜𝑔10
number of Elo points for a player, e.g., 𝑛 = 400 in chess.
𝑅𝐴′ = 𝑅𝐴 + 𝐾 (𝑆𝐴 − 𝑃 (𝑆𝐴 = 1))
1

(1)

(2)
𝑅𝐵 −𝑅𝐴
1+𝑒 𝛽
Glicko-2 Rating System. Mark Glickman developed Glicko in
1995 [21] and then, improved it as Glicko-2 in 2012 [22]. It uses the
concepts of player rating and Rating Deviation (RD). RD depends
on the inconsistency of the player’s performance and increases as
(s)he is inactive during a game season or rating period. The players’
skills also are considered by a confidence interval. The algorithm
of Glicko-2 has been discussed in detail elsewhere [22]. Briefly,
Glicko-2 uses equation 5 as the update function. In this equation,
the rating of player A is denoted as 𝑅𝐴 , RD as 𝜙, volatility as 𝜎,
and the variance of the rating as 𝑣. The ratings start from a base
value for every new user (𝑅 = 1500, 𝑅𝐷 = 350), and then become
more uncertain over time. RD for inactive players updates using
𝑃 (𝑆𝐴 = 1) =
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equation 3 instead of 4.
q
′
𝜙 = 𝜙 2 + 𝜎 ′2
s

′

𝜙 =
′
𝑅𝐴′ =𝑅𝐴 + 𝜙 2

𝑚
Õ

1
1
+
𝜙 2 + 𝜎 ′2 𝑣

(3)
! −1

𝑔(𝜙 𝑗 ){𝑠 𝑗 −𝐸 (𝑅𝐴 , 𝑅 𝑗 , 𝜙 𝑗 )}

(4)

(5)

𝑗=1

TrueSkill. TrueSkill algorithm [23] is a Bayesian skill rating
approach that has been introduced by Microsoft Xbox gaming. In
TrueSkill, gamers are rated according to their skill level through
1:1 or 1:n games or matches. The details of this approach have been
extensively discussed elsewhere [23]. In short, TrueSkill assumes a
Gaussian distribution 𝑋 ∼ N (𝜇, 𝜎 2 ) for a player’s current skill 𝜇
with uncertainty of 𝜎. TrueSkill then iteratively updates the skill
or rating score of each player following equation 6—9 (detailed
in [36]). Accordingly, 𝜇 𝑤 is the mean of winner and 𝜇𝑙 of loser, 𝑣 is
the additive value defined for the non-draw condition of a game,
and 𝜀 is the draw margin in equation 9. The TrueSkill algorithm first
calculates a rating for all players. It then predicts the results of an
incoming match between the winner and loser players via training
either logistic regression or calculating the win probability using
equation 10 (original Elo system [17, 23]). Based on equation 10,
the probability that player A wins from player B is equal to the
probability of ratings of A being higher than of B [23].


𝜎2
(𝜇 𝑤 −𝜇𝑙 ) 𝜀
′
,
(6)
𝜇𝑤
= 𝜇 𝑤 + 𝑤 ·𝑣
𝑐
𝑐
𝑐


𝜎2
(𝜇 𝑤 −𝜇𝑙 ) 𝜀
𝜇𝑙′ = 𝜇𝑙 − 𝑙 ·𝑣
,
𝑐
𝑐
𝑐
q
2 + 𝜎2
𝑐 = 2𝛽 2 + 𝜎𝑤
𝑙

(8)

N (𝑡 −𝜀)
𝑉1 (.>𝜀) =
Φ(𝑡 −𝜀)

(9)

𝜇 𝑤 −𝜇𝑙
)
𝑐

(10)

𝑃 𝑤𝑖𝑛 = Φ(

2.5

(7)

Rasch Model

Rasch [12], a widely used model in the education domain, is a
one-parameter item response theory (IRT) model. To put it simply,
IRT is a set of mathematical models that have been designed and
used to explain the relationship between latent attributes and their
outcomes, e.g., students’ ability to answer test questions. The probability of the successful user engagement with an item is modeled
in the Rasch model with a logistic function, equation 11. In this
equation, 𝛽𝑢 shows the ability of user 𝑢, and 𝛿𝑖 represents the difficulty of item 𝑖. Accordingly, the higher the difference between
the user’s estimated ability level and the item’s estimated difficulty
level, the higher the probability of engagement.
𝑃 (𝑋𝑢𝑖 = 1|𝛽𝑢 , 𝛿𝑖 ) =

𝑒 𝛽𝑢 −𝛿𝑖
1 + 𝑒 𝛽𝑢 −𝛿𝑖

(11)

3 INVESTIGATING FIVE APPROACHES
3.1 Method and General Setup
3.1.1 Definition of the Concepts. The user’s ability in the context of this paper is their ability to follow a recommended item.
Required effort is about how difficult or feasible it is to follow the
recommendations, e.g., perform the task or behavior, comprising
the level of time and resources required as well as the specificity of
the context required, e.g., a socially awkward behavior requiring
alone time or a quiet place. Therefore, the difficulty, required time,
and other factors, such as the financial costs or social barriers, can
all be included in the overall required effort.
The required effort to follow a recommendation and its suitability for the user’s ability may reflect on user engagement with
the recommendation. If the required effort is inappropriate for the
users’ ability, users most likely will ignore the recommendation [48].
Conversely, a followed recommendation is most likely an indicator
of a proper required effort level for the user. Therefore, implicit
user feedback in such a case could be an indicator of the user engagement with, and suitability of, the recommendation. Any user
engagement and recommendation concepts can then be formulated
as finding the proper recommendations sufficiently engaging for
the user. A HRS deals with several criteria representing the suitability of a recommended item, such as user preferences and item’s
effectiveness [48]. An overall rating of a recommended intervention is most likely represent its effectiveness or emotional gain [49].
Correspondingly, relying only on explicit user feedback on the
difficulty level of a recommendation in addition to their feedback
on other criteria could be inefficient, burdensome for users, and
limited for a comprehensive HRS that deals with various factors
representing the suitability of a recommended item. For this reason,
we draw on implicit user feedback and typical overall rating and
user engagement.
3.1.2 Research Design and Resulting Datase. Starting with
a longitudinal study, we built a dataset to assess each of the five
approaches. For this study, we used PAX, a recommendation framework for HRS and mobile health (mHealth) we developed, which
relies on android devices for tracking and recommendation. All
studies conducted and our mHealth and HRS framework follow
ethical and regulatory guidelines, underwent institutional ethic
committee assessment for human subjects, and are General Data
Protection Regulation (GDPR) compliant. The study was announced
via media promotion and social media and was open to the public.
Users could join the study by installing the android application and
giving explicit consent to the study participation after briefing. The
app was promoted as a research app aimed at building HRS for
stress reduction. The study was in the wild, was not restricted to
any particular demographic groups, and attracted users between
18-77 years old from 11 countries (85% from Germany). The study
design is summarized in figure 1. The item set of this study has a
collection of 447 self created and collected items that are designed
for stress reduction and provided by the framework2 . Each item is
2 The

intervention set contains a variety of stress-reducing activities, grouped into
physical activity, mindfulness, positive thinking, social engagement, and enjoyable
activities. For example, a mindfulness technique states: "Use a herb, essential oil or
a mild smell like perfume, flower, or a leaf of Pelargonium to relax and focus", and
gives detailed instructions on how to relax using this technique. A physical activity
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Figure 1: Overall journey for a PAX user participating in the longitudinal study of two weeks and receiving random recommendations at least once per day. Twice-daily mood and stress sampling was conducted using [50]. This figure has been designed
using resources designed by Freepik [4], smalllikeart [5], and Flat Icons [3] from Flaticon.com [2].

may state to do 30 push-ups, and a social engagement activity may instruct to choose
someone of your social media contact that you know he/she is a supportive person
and meet them again face to face. For more examples, see [53]. Each of these tasks has
several detailed steps to follow and provides additional explanations.

1250
1000
Frequency

750
500

0.9014

0.8293

0.7572

0.6851

0.6130

0.5409

0.4688

0.3966

0.3245

0.2524

0.1803

0

0.1082

250
0.0361

a behavior change intervention with a set of features describing its
content, such as the type of activity, the textual description, and
supporting material (video, audio, or webpage) and characteristics,
such as the difficulty level and required time. This study lasted
two weeks for each user, with 185 participants (F=115, M=55, other
options=5, with average age 𝑀 = 38.31, 𝑆𝐷 = 15.68) receiving random recommendations. The study resulted in a dataset containing
implicit user behavior and explicit feedback in the form of an overall rating, from which we built a user-item engagement matrix for
a uniform investigation of our approaches.
The process for obtaining user feedback is as follows. The user
receives a recommendation which with one touch they can either
dismiss, choose to follow, or see another recommendation. During the study, if the user rates a recommendation, it will not be
shown to them again. However, an unrated item may be shown
to the user several times. The application shows the rating interface only when users explicitly state that they have followed and
performed the recommendation. Since it would be unlikely for a
user to follow an inappropriate recommendation (effort-wise, e.g.,
a difficult behavior); therefore, it would be as much unlikely for
that recommendation to be rated by the user.
The user-item engagement matrix, summarized in figure 2, has
the following characteristics. Each user-item interaction is represented by an engagement score where 𝑒 ∈ [0, 1], with the default
value of 0.5 (equal to draw value for games) for all user-item interaction events. The default engagement score is scaled up (0.5+ 2∗𝑟𝑟𝑚𝑎𝑥 )
with the ratings the user provides to an item and is scaled down
1
( 2∗ |𝑂𝑝𝑒𝑛𝑒𝑑
| ) with the number of times a recommendation is seen
but is not engaged with (i.e. neither was followed nor a rating was
given: 𝑂𝑝𝑒𝑛𝑒𝑑). When there has been no user-item interaction, i.e.
an item is not recommended to the user, the engagement score for
that user-item has no value in the matrix. A total of 11, 197 recorded

Engagement Score
Figure 2: Frequency of the engagement scores for all users
in the resulting user-item-engagement matrix.
recommendation events resulted in a user-item engagement matrix
with a total of 3, 729 non-zero elements.
We translated user ability and required effort concepts according
to behavior change theories into at least a set of requirements. These
requirements, in brief, are about having a step-by-step increase in
the required effort level to improve user skills and self-efficacy;
supporting a fallback functionality for inactive users to reassess
the range of their abilities so that they regain skills or reengage;
adjusting the effort required to the user’s ability so that it is not
too difficult yet not too easy for a user; providing flexibility for
manipulation of required effort values by non-technical health experts; being able to function alongside other objective functions and
recommender system components, e.g., preference-based personalization, online with acceptable performance; and having versatility
for various use cases and application domains. Below we investigate
whether and how each approach would realize these requirements.
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3.2

The Integration Techniques and Outcomes

Given our goal of comparing different approaches to integrate
ability and effort into the process of recommending appropriate
interventions, we implemented the following five approaches: (1)
Explicit integration of pre-determined required effort level; three
rating players approaches: (2) Elo rating system; (3) Glicko-2 rating
system; (4) TrueSkill rating system; and (5) Rasch models. It is
noteworthy to mention that not all of these techniques are able to
integrate the value of user engagement score directly, and some
only can accept a boolean value of True or False (or binary 1 or 0).
For such cases, the resulting engagement score was simply rounded
to the closest integer value, being either 1 or 0. A summary of the
key characteristic and performance of each approach is listed in
table 1. To calculate the performance values in the table, we fully
integrated each approach and built profiles for each item and users
of the same dataset.
3.2.1 Explicit Approach. The required effort to follow a recommendation can be determined based on a set of factors relevant
for a specific recommendation process, such as the time required
to follow the recommendation or the difficulty of the given task.
These explicit features are either predefined as features in the item
set, e.g., written by experts, or would be calculated through processing, e.g., based on intervention’ characteristics including its text
or the length of the supporting materials, such as audio or video.
As a result, for each item 𝑖, there would be a set of explicit features
→
−
( 𝑓 𝑖 ), e.g., with an ordinal or continuous values. One can therefore,
directly use such explicit features to build user profiles based on
implicit user feedback. To explore this approach, we built an independent user profile with engagement scores as the user feedback
(𝑟𝑢𝑖 ) of user 𝑢 for item 𝑖 for a content-based recommender system
−
−𝑝 = Í 𝑟 ·→
𝑓 ). Our item set had two explicit features, difficulty
(→
𝑢

𝑖 ∈𝐼 𝑢𝑖

𝑖

level and the required time, resulting in user profiles depicted in
figure 3.
The explicit approach considers the items’ characteristics statically as they were given by the predefined features of the item set,
and therefore, user interactions do not impact the value of required
effort. Although our item set was labeled by processing and expert
evaluations, in general, getting a dataset that is labeled by the required effort features could be resource-consuming and infeasible
for many HRS application domains. Besides, even for a fully labeled
dataset, users in practice may perceive the level of required effort
for an item differently from the predefined values in the dataset.
Therefore, this approach overall is limited for full and dynamic
integration of the user ability and required effort concepts.

3.2.2 Rating Players’ Approaches: Elo, Gicko-2, and TrueSkill.
To use the game rating systems for a recommendation scenario,
we assumed that items and users are both independent players. In
other words, the items are considered as actors competing with
the users. Therefore, every user-item interaction or every recommendation presentation is a competition, which its result is either
the user engagement with the recommendation (i.e. user wins and
item loses) or low engagement (i.e. user loses and item wins). Based
on these assumptions, if the user-item-engagement matrix value
is closer to 1, it is considered a win for the user, and if it is closer
to 0, it is considered a win for the item. A draw can be considered
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when the engagement score is equal to 0.5. The players’ ratings after each interaction would be updated and respectively considered
as the new user’s ability and item’s required effort levels. These
assumptions were used for Elo, Glicko-2, and TrueSkill.
Applying any of these approaches, results in two profiles: one for
user ability; and one for item required effort. The estimated values
of user’s ability and the item’s required effort can then be used
with a distance function, such as the absolute distance function, in
a hybrid, content-based, or collaborative recommender system.
Elo. The user ability values are estimated by equation 2 with an
initial player’s rating of 𝑅0 = 1200. We call this approach Elo basic.
Using Elo for a recommender system has drawbacks and advantages.
User inactivity does not impact the scores in this rating system.
Moreover, one has to determine the sensitivity level for wins and
losses (𝐾 in equation 1). The lower this value, the less important an
item-user interaction would be. In this implementation, we used
a dynamic 𝐾 based on the value of the engagement score. This
value can also be justified based on the user experiences, i.e. the
value would be lower for users with more past interaction with
recommendations and higher for new users. Advantages of Elo
include its simplicity and flexibility.
Hybrid. Notably, the explicit values of the item’s required effort
(in the item set) can be used as initial ratings for items. We named
this scaled version the Elo Hybrid since it also includes the previous
approach, the explicit (described in 3.2.1). In order to achieve this,
we first calculated a total score representing the required effort
from the dataset features of difficulty level and required time via
scaling and averaging the given values of those features. Then,
we added these values to the initial item’s score (𝑅0 = 1200). This
technique assures that a user starts with the easiest and quickest
recommendations, and as they are skilled, items with more required
effort would be recommended to them. As users interact with items,
the scores for both items and users are updated.
As depicted in figure 4, Elo basic provides a more concentrated
ability profile for users than its hybrid version and results in the
same difficulty or required effort level for most of the items. This
behavior, together with the processing time of this algorithm (listed
in table 1), makes the Elo-basic approach the least preferable algorithm among rating player’ approaches for our HRS. The same
conclusion also applies later to Elo-hybrid compared to Glicko-2
and TrueSkill.
Glicko-2. In addition to the general assumptions (see 3.2.2), in
our Glicko-2 implementation, we defined a period of three days
as a game season where user and item engagement results from
every three days were included as win/loss values. Here, user-item
interactions should be considered as they are ordered time-wise in
real life. We excluded the time-decay function for items and only
applied it to the users. In other words, only users’ ability values are
taxed with inactivity by increasing the RD, but keeping the volatility
and ratings unchanged. User ability RD, which represents a range of
items’ required effort levels that the user has most likely the ability
to follow (95% CI), also determines how much the ability changes
after a user-item interaction. RD decreases after an interaction.
Glicko-2 allows for the inclusion of the initial required effort scores
from the item set similar to Elo (Glicko-2 hybrid). Figure 5 provides
an overview of the resulting estimations for all users and items.
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Figure 3: Overview of the user profiles resulting from a content-based recommender system using user-item engagement
matrix for difficulty and required times features of the item set. The y-axis represents the frequency count, and axis-x is
the normalized user profile values. Zero concentration in some of the features suggests the likelihood of limited coverage of
the items with those features for most users. In addition, requirements, such as step-by-step increase of the required effort,
fallback functionality, or adjusting the effort value to the users’ ability, are not realized in the explicit approach by default
and without modifications.
Table 1: Key characteristics of the investigated approaches. Time decay refers to a default a default inclusion in the approach.
Approach

Time-decay

Explicit
Elo
Hybrid Elo
Gliko-2
Hybrid Gliko-2
TrueSkill
Rasch MML/CML
Rasch Graded
Rasch Binary

Non-binary scale

Initial required effort

Performance

✓
✓
✓

✓

1.78 s
2.79 s
2.87 s
3 𝜇𝑠
3 𝜇𝑠
4 𝜇𝑠
1.5 s
with modeling >1 min
with modeling >1 min

✓

✓
✓

✓

✓

Elo Basic
250

User Ability
Item Required Effort

100

200
150
100
50
0

120

Frequency

Frequency

Elo Hybrid
User Ability
Item Required Effort

80
60
40
20

1000

1200
1400
1600
Ability/Effort Score

1800

0

1000

1200

1400
1600
1800
Ability/Effort Score

2000

2200

Figure 4: Histogram of the user ability and required effort resulting from Elo. Left: basic, Right: hybrid. Using the Elo basic,
many items end up with a similar effort value which is close to the default value of 𝑅0 . However, the effort values are more
spread out using Elo Hybrid.
TrueSkill. The general process for TrueSkill is similar to other
above-mentioned rating players’ approaches. A limitation of TrueSkill
is that its implementation does not allow the inclusion of the engagement score (only boolean win/loss values can be used). In

addition, time as a variable by default is not directly addressed in
the classic TrueSkill and has to be integrated separately with further modifications in the recommender system. In fact, this rating
system instead considers a random amount as the change in the
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Figure 5: Histogram of the user ability and required effort values. Left: Glicko-2 basic; Middle: Glicko-2 hybrid; Right: TrueSkill.
Using Glicko-2 hybrid and TrueSkill exhibit more variation in both effort and ability values compared to other approaches
considering the interquartile range. The resulting effort values using TrueSkill are skewed to the right, whereas those resulting
from Glicko-2 hybrid seem unimodal and comparably more symmetric. This observation suggests that using Glicko-2 hybrid,
considering a user with equal or above median or average ability level, there are more items with proper required effort level
for further personalization and adjustments (e.g., step-by-step increase of required effort).
player’s skill level. On a further note, since the design motivation
for this approach has been to support multi-player gameplay, it is
under a commercial license.
3.2.3 Rasch Model. We had to remove several entries for the
Rasch modeling, such as users with only one entry and items with
no zero engagement score entries. Taking the items with the most
interaction events resulted in a matrix dense enough to run the
Rasch models, comprised of 49 items and 88 users. Fitting the Rasch
model using marginal maximum likelihood (MML) and conditional
maximum likelihood (CML) estimations as well as the 2PL models,
suggested a better fit for Rasch CML. The required effort determined
through CML and MML were almost identical (𝑟 = .996). Items and
users in this model (CML) then were assessed through infit and
outfit statistics [57] with no misfits.
Figure 6 (b) left shows the item-characteristic curves (ICC) of
the resulting model. Each line represents an item. Accordingly, a
person with ability level of 𝑥, has 𝑦 probability of engaging with
the respective item of the ICC plot. In a recommendation scenario,
the probability of engagement helps to tailor the recommendations
according to the user’s ability. One should note that a high probability of engagement occurs for cases where the estimated level of the
item’s required effort is much smaller than that of the user’s ability.
However, such cases are not necessarily desirable and would not
lead to the highest user performance according to behavior change
theories, such as goal setting theory [31], which emphasizes on a
task being not too easy and not too difficult. Overall, despite the
convergence of the Rasch CML model, and possibly due to the high
sparsity of the item-user-engagement matrix compared to typical
survey-filled datasets, the resulting outcome for user ability and
required effort were inadequate to cover all users or items. The
resulting model was based on 49 items (10% of items) only and,
therefore, cannot replace other rating players’ approaches.
In another attempt, we implemented a Bayesian logistic regression with a Bernoulli distribution function for binary and ordered
logistic distribution for a graded Rasch model, a polytomous IRT [43].
For these models, all item-user interactions were included. Figure 6
(a) depicts the frequency of scores for the items’ required effort
and users’ ability values calculated by these models. The binary

model seems to be very concentrated for the required effort. The
graded Rasch model uses the engagement score instead of the binary
(win/loss) values, utilizing the degree of engagement (i.e. engagement scores) for an item-user interaction. It has multiple required
effort parameters or dimensions per item, graded from 1 to 10, where
10 denotes the highest level of engagement. As figure 6 (b) shows
the selective ICC plots of the graded model on the right, it would
be unlikely for a user to achieve grade 1 engagement with the item
as ability increases in dimension 1. Dimension 10 has similarities
to our binary model. The probability of complete engagement — i.e.
with the highest rating given to the item — increases as user ability
increases in this dimension. For the middle dimensions, e.g., 4 and
7, the chances of those grades increase for users with lower ability
levels and decrease for those with higher abilities, i.e. the chances
of users with high ability level having a lower engagement score is
lower. For comparison purposes, in addition to the Rasch-CML and
our Rasch binary and graded models, we considered the resulting
ability and effort values from a Rasch-MML model with the whole
item set.
Using the Rasch models instead of the previous approaches has
several challenges. In this model, users and items are considered
equally, and no predefined or dynamic weights can be directly assigned. Although various commercial applications for applying
Rasch exist, its implementation in the recommendation engine
faces the limitation of open-source libraries and requires further
development. This solution is computationally much heavier for an
online system than other approaches, too. Therefore, even periodic
modeling for dynamic assessments of users’ ability and required
effort is subject to high overheads. The data sparsity would be a
limitation, as the model generally requires a rich dataset or preexisting knowledge, and a new user may need to answer a survey so
that their abilities are determined properly. However, conducting
prestudies and collecting data for the IRT modeling may not always
be feasible. These challenges make these models improper for every
HRS scenario.

3.3

Relationship Between Approaches

Table 2 shows the correlation matrix of all user ability estimates.
The explicit approach, i.e. preference-based, is excluded from this
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Figure 6: Overview of the Rasch approaches
table since it does not result in a single user ability score per user, but
gives a user profile vector instead. The user’s ability values resulting
from the rest of the approaches have mostly strong correlations
with each other. In particular, Glicko-2 has strong correlations with
almost all other approaches. All things considered, this table shows
that almost all included approaches lead to a similar estimation for
user ability values. As a result, other criteria, such as performance
and characteristics of each approach, should also be considered for
choosing the most appropriate one.
Table 3 displays the correlation matrix of the obtained required
effort values. The correlations in this table are mostly moderate
and positive in sign, but they are not as strong as those of the
user ability table. Inclusion of explicit feature values for required
effort in Elo as initial scores (i.e. Elo hybrid) did not impact the
user ability profile determined by Elo basic (𝑟 = .98), but expectedly
impacted the required effort values (𝑟 = .597). However, such an
impact was negligible for both required effort (hybrid and basic:
𝑟 = .841) and ability (𝑟 = .994) using Glicko-2. Strong correlations of
values estimated by TrueSkill and Glicko-2 (𝑟 ab = .933, 𝑟 eff = .929)
show that these approaches could potentially be used instead of one
another. Considering the commercial license of TrueSkill, Glicko-2
is hence preferable for various application domains.
The required effort values determined through TrueSkill also
have a strong correlation with those of the Rasch-MML model
comprised of all items (𝑟 = .826); however, this model was not
the best fit. The Rasch-CML model, i.e. the best fit which was
assessed for its reliability, has a moderate correlation with other
Rasch models according to table 3. Removing items — done due
to data sparsity — changed the values of the required effort for
included items. The Rasch-MML model with 49 items had a perfect
correlation with the Rasch-CML (𝑟 = .996), but the inclusion of all

items reduced this correlation to only a moderate one (𝑟 = .566).
Rasch binary determine the same difficulty level for almost half of
the items. The Rasch graded in the table represent the mean values
of all dimensions. A major limitation for Rasch models is, therefore,
their susceptibility to the number of users, items, and interactions.
The small association between the explicit approach and implicit
approaches is noteworthy. It highlights that the obtained values
of required effort using the models could be different from the
preexisting (i.e. manually labeled) values of required effort for the
interventions. Therefore, one should carefully consider this possible
difference and utilize the proper approach as necessary depending
on the context of the study, domain knowledge, and requirements
of the recommendation domain. Overall, in contrast to the user
ability, the chosen approach seems to rather impact the value of
the required effort for each item.

3.4

Take Away: Selecting the Approach

It is possible to fulfill the mentioned requirements in section 3.1.2
with almost all the five approaches. Nevertheless, realizing each
requirement is not as straightforward for every approach, and a
few require careful modifications. For example, a step-by-step increase of effort level or supporting a fallback functionality have
to be manually included in Rasch-based and explicit approaches.
For an active system that needs to constantly update the user profile as part of a comprehensive online (or mobile) HRS, Elo and
the Rasch-related models are relatively slow. TrueSkill and Glicko2 are quick, and as seen above, have mostly strong correlations
with other approaches for user ability. They also had moderate and
strong correlations with other approaches for the required effort
values. These facts together make these approaches suitable candidates for a HRS. TrueSkill, however, does not consider the time of
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Table 2: The correlation table of ability
User Ability
Elo Hybrid
Glicko-2 Basic
Glicko-2 Hybrid
TrueSkill
Rasch-MML
Rasch-CML
Rasch-Binary
Rasch-Graded
Number of Users

Elo Basic

Elo Hybrid

Glicko-2 Basic

Glicko-2 Hybrid

TrueSkill

Rasch-MML

Rasch-CML

Rasch-Binary

0.980
0.831
0.856
0.705
0.464
0.786
0.783
0.678
185

0.771
0.810
0.652
0.397
0.704
0.714
0.625
185

0.994
0.933
0.793
0.931
0.936
0.813
185

0.920
0.759
0.909
0.916
0.805
185

0.935
0.948
0.952
0.787
185

0.982
0.858
0.678
185

0.947
0.798
88

0.846
140

Table 3: The correlation table of item required effort
Required Effort

Explicit

Elo Basic

Elo Hybrid

Glicko-2 Basic

Glicko-2 Hybrid

TrueSkill

Rasch-MML

Rasch-CML

Rasch-Binary

Elo Basic
Elo Hybrid
Glicko-2 Basic
Glicko-2 Hybrid
TrueSkill
Rasch-MML
Rasch-CML
Rasch-Binary
Rasch-Graded

0.189
0.468
0.186
0.576
0.169
0.043
0.254
0.133
0.147

0.597
0.553
0.614
0.351
-0.042
0.506
0.406
0.309

0.265
0.478
0.141
-0.115
0.535
0.171
0.182

0.841
0.929
0.683
0.539
0.432
0.301

0.786
0.474
0.540
0.394
0.301

0.826
0.589
0.484
0.343

0.566
0.365
0.236

0.627
0.621

0.569

Number of Items

447

447

447

447

447

425

425

49

404

recommendation or their sequence as part of a fallback functionality by default. The time-decay concept or fallback functionality is
beneficial when considering that a user’s skill or capabilities may
deteriorate over time without practice.
Glicko-2 can address all the requirements without any modifications. User’s ability and items’ required effort in Glicko-2 approach
are estimated dynamically and adaptively through user interactions
with the recommender system instead of a separate long survey. In
addition, Glicko-2 hybrid flexibly allows to include a predefined, e.g.,
by experts, or explicit features for the required effort of an item as
the initial scores and combined with actual user behaviors, suitable
for various health experts manipulations of the items. For example,
the inclusion of the explicit difficulty level and required time can
assure that new users at first are directed toward easier and shorter
recommendations or specific expert-determined items if required.
As the users positively engage with recommendation items (i.e. user
wins), their ability estimations increase. Subsequently, items with a
higher required effort (i.e. closer to the user’s new ability) would be
selected next. Conversely, if users do not engage with a recommendation item (i.e. user loses), their ability may decrease depending
on the items’ required effort level. This process satisfies a step-bystep increase of the task’s difficulty relative to the user’s ability,
encouraging skill-building for the users and improving self-efficacy
in the long run. Based on these features, Glicko-2 hybrid can easily
and quickly integrate the user ability and required effort concepts.
As a proof of concept, the following section assesses the impacts of
integrating user ability and required effort using Glicko-2 on user
engagement with the recommendations in an online diurnal study
of two weeks.

4

PROOF OF CONCEPT: STUDY REQUIRED
EFFORT VS. USER ABILITY IN AN ONLINE
RECOMMENDER SYSTEM
4.1 Description of the System and Methods
To further evaluate the feasibility of the chosen approach, Glicko-2,
we integrated it as part of a HRS. The main purpose was to investigate whether integrating the concepts of user ability and required
effort would increase user engagement with the recommendations.
User engagement was defined above in section 3.1. We used the
same application, framework, and item set as the previous study
described in section 3.1.2, in which recommendation events are
generated on the smartphone of the user and signaled through a
screen pop-up with an ongoing notification. The study procedure
was similar to the previous study, depicted in figure 1. A total of
97 individuals installed the app through an open call for the study
participation announced by media promotion and social media platforms. Those who did not rate any recommendations and those
who uninstalled the app within three days of participation were excluded. A total of 49 remaining participants (𝐹 = 32, 𝑀 = 16, other
options=1, and average age of 𝑀 = 34.02, 𝑆𝐷 = 11.399) completed
the study and received a minimum of 15 recommendations over
the study period of two weeks.
In a between-subject study design, participants were randomly
assigned to either system A, i.e. the baseline, or B (or user groups A
and B). Both systems were exactly the same in behavior, design, and
item set3 . The only difference was the algorithm used by the recommendation engine. System A was a content-based recommender
system with a user profile built on user preferences specified via
explicit ratings.
3 Unless a rating was provided by the user, the recommendations were shown similarly

for both groups on a random basis.
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System B, however, was enriched by the concepts of user ability
and required effort. As discussed earlier, adjusting for these concepts
is in most cases only one of several objectives to consider for a
comprehensive HRS. Therefore, system B builds three user profiles
for each user. The first one is a user profile based on the user’s
ability and required effort using Glicko-2 hybrid. The second one
is a user profile based on the user’s preferences and ratings of
the recommendations similar to system A, and the third one is a
user profile based on static health needs of the user determined
via questionnaires4 . We used an absolute distance function for
determining the closest user ability to the required effort of an
item (since the nature of the resulting scores is the same and single
values). The recommendations in the end are generated using the
mean of the three similarity scores between each user profile and
the items.
As users interact with items in system B, the user-item engagement matrix updates with the result of interaction for a user, being
a win or engagement (𝑒 > 0.5) or lose (𝑒 <= 0.5). The seasonal
period, i.e. length of the time for a gaming period, was chosen at
three full days. After every three days, the user ability and required
effort for all items are updated using Glicko-2. Accordingly, the
fallback functionality (i.e. time decay for only the users and not
the items) assures that RD of inactive users within this period is
increased.
Through the study, we captured the engagement rate with the
recommendations. The app constantly logged and tracked every
event and the respective user behavior using the app. Accordingly,
each recommendation event and its characteristics were recorded
in detail and later were processed to obtain engagement rate. The
engagement rate was calculated by dividing the number of ratings
provided by a user (i.e. not dismissed and engaged) against the
number of received recommendations.
After day 10 of participation, users answered a one-time questionnaire assessing the user experience and system aspects using
constructs from [29, 39]5 . Our main intention was to capture and
compare user engagement in a longitudinal study and investigate
the user experience of each system and respective recommendations
throughout the entire study period. Therefore, we relied entirely
on the between-subjects study design. However, it was possible
that user-perceived evaluation of the recommendation quality using [29, 39] would be limited in revealing the differences between
system A and B with a between-subject study design. Therefore, on
day 13 of the study and before study concluded, we provided an additional optional task. Accordingly, users could answer an optional
questionnaire similar to [15] comparing recommendations of both
systems. This task asked users to compare two recommendation sets
comprised of five items each side by side. The two recommendation
sets were presented to users with pseudonym X and Y (randomly
ordered).

4 These questionnaires were given to the user of both system A and B at the installation

time and during the study.
5 We used the following constructs: perceived recommendation quality, choice satisfaction, choice difficulty, effort, effectiveness, diversity, information sufficiency,
transparency, interaction adequacy, confidence & trust, privacy concerns, and overall
satisfaction.
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4.2

Results and Discussion

4.2.1 User Engagement. The results overall suggest that integrating the user ability and required effort into the system are most
likely associated with a higher user engagement. Users of system B
compared to users of system A, on average had significantly more
engagement with the recommendations (t-test: 𝑀𝐴 = .066, 𝑆𝐸𝐴 =
.006, 𝑀𝐵 = .183, 𝑆𝐸𝐵 = .047, 𝑡 (19.697) = −2.4885, 𝑝 < .05, 95% BCa
CI, with 𝑟 = .489 suggesting a large effect).
For additional assessment, we considered the engagement as
binomial data, i.e. , each interaction session for showing the recommendations as an independent trial, and the recommendations
rated in those sessions as the successes. Using logistic regression
with log-odds link function, we used the iterative re-weighted lease
square algorithm to train the model. The fitted coefficient showed a
significant difference between groups A and B, with users of system
B being 𝑒 𝛽 = 3.874 times more likely (𝑧 = 14.495, 𝑝 < .05) to have a
higher engagement with the recommendations compared to users
of system A.
4.2.2 User Experience. The results of the one-time questionnaire with established recommender systems evaluation instruments [29, 39] on day 10 did not reveal any significant difference
between the two user groups. However, system B consistently had
a slightly better average overall than system A.
The optional task of day 13 concerning side by side with-subjects
comparison of the two recommendation lists yielded a similar outcome as the between-subjects study. Although system B had better
overall average and median values than system A for nearly all
factors (final scores are depicted in figure 7), their differences were
not significant.
4.2.3 Discussion. The results of the study suggest that users
would be more likely to engage with the recommendations that are
tailored to their ability levels. Engaging with a recommendation in
a HRS is necessary for the success of behavior change. Integrating
the user ability and required effort concepts in the recommendation
process positively impacts the user engagement with the recommendation in the long run. Glicko-2, a rating system for zero-sum
games, appears to be a suitable method. While comparable to other
approaches, it outshines others in terms of simplicity, flexibility, dynamic and adaptive estimation of the values, and its characteristics,
such as fallback functionality and step-by-step increase.
As we saw in the results, despite user engagement being significantly higher for users of B, no significant difference between the
two user groups was observed in evaluating the recommendations
and user experience of the HRS. This observation was expected due
to equality of the application and similarity of the content-based
algorithm used in both systems A and B. Nevertheless, the consistently higher average and median scores of nearly all assessment
instruments highlights the possible positive impact of using Glicko2 approach on user experience and quality of the HRS. One should,
however, consider that the sample size for these evaluations was
relatively small for a between-subject study design. The questionnaires were all administered near the end of the study period of
two weeks, as a consequence; only half of the users finished them.
This user attrition was, in particular, more the case for the final
task, i.e. the within-subjects side-by-side comparison of system A
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Figure 7: Side by side comparison of system A and B.
and B, which only 10 users completed due to its optional nature
and being conducted after the study period.

5

OUTLOOK, LIMITATIONS, AND
CONCLUSION

The approaches investigated through this paper concentrated on
utilizing the user ability and required effort concepts from behavior
change theories in the recommendation process. Behavior change
theories and models have been used to discuss human behavior
in different areas, such as education, HCI, sustainability, personal
development, performance in the workplace, management, entertainment, and competitive sports, and online gaming. Since these
theories are not restricted to the health domain, the discussed integration techniques may be used to improve the recommendations
also in other domains. Recommendations, either a product or activity, are personalized to fit the user’s needs, desires, and preferences.
Consumption of the recommendation occurs when the required effort for consuming or following the recommendation fits the user’s
current capabilities and resources, including their time, physical
and mental ability, routines, preferences, money, etc. Increasing the
user engagement with the recommendations that can potentially
be realized through the discussed approaches of this paper, or its influence on the consumption rate of the recommendations, in other
recommendation domains is a worthy goal and should be further
investigated.
At the same time, this work has limitations that can be improved
in future works. The recommendation domain of this paper is an
example of impactful recommendations, especially since it focuses
on mental well-being, behavior change, and stress reduction. Any
health-related domain needs utmost care in the preservation of
users’ privacy and control by providing proper options and explanations (e.g., see [24]) and monitoring of long-term behavioral
impacts (e.g., mood and stress via self-reports) in a real-life set up
which we have followed carefully in our work. As a consequence,
however, the number of participants and subsequently the total
number of recommendation sessions and the size of the collected

dataset were limited, particularly due to the required user compliance over time. Subsequently, the obtained user engagement matrix
was sparse (0.865) and had a rather skewed histogram (Figure 2)
which could have impacted the obtained outcome. Nevertheless, all
the comparisons were conducted using the same dataset. In addition, the selection requirements — listed in section 3.1.2 — for the
chosen method were mainly based on the characteristics of each
method and therefore were relatively independent of the obtained
values for individual users. The user engagement score itself was
chosen based on earlier works [48, 49] and following a prestudy. Accordingly, consuming a recommendation is an indication of proper
required effort for the users’ ability, and opening a recommendation
and not following it, an indication of improper required effort. One
would need further data collection to determine exactly how the
makeup of the engagement score could have affected the results.
One could also investigate additional parameters concerning user
engagement and dynamics of engagement, particularly for online
and longitudinal studies in the future, which could lead to further insights. We hope that this paper raises interest in mental well-being
and HRS research, encourages the integration of behavior change
theories and their concepts into the recommendation process, and
promotes the development of impactful recommender systems.
In this paper, we investigated how user ability and task difficulty,
which to be taken into account for behavior change according to
health behavior change theories, can be integrated into the recommendation process of a HRS. We explored different methods of
determining the users’ ability and items’ required effort. With a
novel application of rating systems for zero-sum games in a HRS,
we compared the strength and drawbacks of each approach alongside the traditional explicit approach and Rasch models. We found
that approaches, such as Glicko-2 and TrueSkill are capable of determining the user’s ability and estimating the item’s required effort.
Ease of integrating them into the recommendation process with
time-decay and fallback functionality, step-by-step increase, performance, and flexibility, makes Glicko-2 a suitable candidate for
a HRS. Applying the approach in a longitudinal user study suggested promising results, showing a higher user engagement with
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recommendations of the HRS. Therefore, the inclusion of ability
and effort concepts with the proposed method would most likely
lead to a higher user engagement with behavioral interventions,
which is essential for the success of behavior change. Integration of
user’s ability and required effort in the recommendation process is
not limited to the health domain. With this investigation as the first
step, we aim at further exploring the potentials of this approach for
other application domains in the future.
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